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Abstract

The mathematical problem discussed is important for generating test
cases in order to debug floating point adders designs.

Floating point numbers are assumed to be written as strings of {0,1}
bits, in a format compatible with IEEE standard 754. A mask is a string
of characters, composed of {'0’,’ 1’ z'}. A number and a mask are com-
patible if they have the same length and each numerical character of the
mask (‘0" or ‘1) is equal, numerically, to the bit of the number, in the
same position. The problem discussed is: Given masks M,, My, M., of
identical lengths, generate three floating point numbers @, b, &, which are
compatible with the masks and satisfy ¢ = round(a £ b). If there are
many solutions, choose one at random.

1 Introduction

IEEE compliance to floating-point hardware in microprocessors has traditionally
been a challenging task to achieve. Many escape bugs, including the infamous
Pentium bug, belong to the floating-point unit and reveal that the verification
process in this area is still far from being optimal. The ever-growing demand for
performance and time-to-market causes the verification work to become increas-
ingly harder. So does the low tolerance for bugs on the finished product. There
are many sources of problem in the implementation of the floating point unit:
they range from data problems on single instructions to the correct handling of
sequences of instructions in which back-to-back events challenge superscalar im-
plementations. The roots of the complexity stem both from the interpretation of



the specification (architecture) and from the pecularities of the implementation
(microarchitecture). Verification has traditionally been targeted through the
simulation of test-programs [3,5]. Lately, the area of formal methods has sig-
nificantly evolved, especially for the floating-point unit verification [9,10,11,13],
but is still far from providing a complete answer to the problem. Hence, in
most environments, the simulation of test cases is still a major component of
the verification process. For this goal, we are developing FPgen, a floating-point
random test generator which is expected to provide a quasi-optimal framework
for the generation of test cases. The present paper describes a particularly in-
teresting and important algorithm used by FPgen to solve one of its numerous
constraints.

It is clear that there is an enormous, practically illimited number of different
calculation cases to test. In practice then, simulation can be done on only a
very small portion of the existing space. The rationale beyond verification by
simulation is that one acquires confidence on design correctness by running a
set of test cases exercising a sufficiently large number of different cases, which
in some sense are assumed to be a representing sample of the full space. It
is inferred that the correct handling of the tested cases is a testimony for the
design correctness on all the cases. The difficult question is how to build such a
representative set of test cases. Since both the architecture specification and the
microarchitecture implementation are yielding a myriad of special cases, pure
(uniform) random generation of test cases would be largely inefficient. As a sim-
ple example, it is common that a 0 result on an FADD instruction is exercising
a very specific part of the design logic (and thus such a case should be verified),
while the relative probability to get such a case randomly is extremely low.
Therefore, random test generators [3-5] usually possess some internal Testing
Knowledge (TK) to bias the test generation towards interesting cases. In effect,
this TK is changing the probability distribution of the test space, making it more
adapted to the existing knowledge of the space. In the Genesys test-generator
[3,5], the TK is in the form of C functions (called generation functions) which
can be added incrementally to the tool, even by users themselves. The problem
with this approach is that these generation functions are very complex to write,
requiring deep FP (Floating Point) understanding. In practice, very few have
been added. In contrast, as will be briefly described below, FPgen offers generic
TK, requiring no additional effort when new cases need to be checked.

How does one know that a certain set of tests is sufficient? This question
is related to the notion of coverage, i.e. to the comprehensiveness of the set
related to the verification target [2,6-8]. Usually, coverage models are defined
and the set of tests should fulfill all the existing tasks. A coverage model is a
set of related cases. For example, a common - albeit far from trivial to fulfill -
coverage model is one which requires to enumerate on all major IEEE Floating
Point types simultaneously for all operands of all FP instructions. For a given
instruction with three operands, say ADD, this potentially yields a thousand
(10%) of cases to cover, assuming 10 major FP types (£=NaNs, £Infinity, +Zero,



+Denormal, +Normal). This model can be further refined by adding more FP
types, such as Minimum and Maximum denormals, etc... Obviously, not all
cases are possible (for example, the addition of 2 positive denormal numbers
cannot reach infinity), so that the actual number of cases is in fact lower than
the size of the cartesian product. A coverage model, or the set of all coverage
models, is really an attempt to partition the set of all the calculation cases in
such a way that the probability distribution should be similar for all subsets.
Again, as will be explained below, FPgen offers what is called Coverage by
generation, or in other words, it takes as an input the request of a coverage
model, and outputs the set of tests covering it.

The following paragraph offers a high level description of FPgen. More de-
tailed information appears in a dedicated paper to be published in the near
future. FPgen is an automatic test generator which gets as input the descrip-
tion of a coverage model, and outputs a set of tests covering the model. A
coverage model will be defined by specifying a set of different constraints to be
fulfilled, each constraint corresponding to a particular task targeted by the cov-
erage model. More precisely, a coverage model will have the form of a sequence
of FP instructions, with sets of constraints on the input, intermediate result(s)
and result operands of the participating instructions. Covering the model trans-
lates then to provide a set of tests which, on one hand, display the instruction
sequence, and on the other hand possess the following property: each constraint
is satisfied by at least one test of the set. In effect, FPgen will generate ex-
actly one test for each constraint. The general outlook of a single instruction
constraint is of the following form:

FPinst (Opl in Patternl) (Op2 in Pattern2) (IntRes in Pattern3) (Res in
Patternd)

where FPinst is a generic floating point instruction with 2 input operands
(Opl and Op2), 1 intermediate result (IntRes), and a result (Res). The case of 2
operands and a single intermediate result is used here for simplicity of notation,
but of course generalization to any number of such parameters is immediate. A
Pattern is a construct representing a logical OR among sets of FP numbers. The
sets serve as constraints defining (in fact limiting) the allowable FP numbers
for each term of the outlook. Pattern have the general following form:

Pattern = Setl OR Set2 OR ... OR SetN

where each Set is a set of FP numbers. Each task of the coverage model
corresponds to a specific selection of Set for each Pattern. Covering the task
reduces then to select a data tuple where each individual data belongs to the
corresponding selected Set. Thus, the number of different tasks engendered
by such a single instruction is the multiplication of the number of Sets for
each participating Pattern. The number of tasks for a sequence is obtained by
multiplying the number of tasks of each individual instruction.

The different ways to define sets of FP numbers serve to conveniently trans-
late typical constraints emanating from verification plan’s tasks. They consti-
tute therefore a cornerstone of the tool.



e Ranges and masks. Separate range constraints should be possible on the
Exponent and Mantissa. A mask is represented by a FP number where
some bits are X (don’t cares) while the others are regular 0’s and 1’s.

e The ability to specify the number of bits equal to 1 within any given field
of the FP number. Exact, MIN and MAX should be given (for example:
at least 1 bit set in bits 61-63).

e Ability to specify length of continuous stream of 1’s or 0’s. As before, Ex-
act, MIN and MAX should be given for any field without overlap between
fields, and without crossing the mantissa-exponent border. For example,
a number with a continuous stream of at least 45 1’s in its mantissa.

e Specifying a Set for which the selected value should be a function of the
value selected for another operand (usage of symbol). As a start, + and
— are sufficient. These operations have to be understood as distance in
term of representable numbers. The symbols must be enabled on any field
of the number. (Example: exponent at a distance of at most 2 from the
exponent selected for previous operand).

e Sets operations (Intersection, union, complement, of same and different
Set types). No Set operation can be done for Sets defined with symbols.
For practical reasons, there will be a limitation to the number of Set
operations per constraint.

The ultimate goal of FPgen is to be floating-point generic, and thus ap-
plicable to any floating point architecture. Reasonably, its first goal will be
to support the IEEE standard arithmetic and to limit its genericity to include
therein all the allowed FP format sizes (i.e., 32, 64, 80, 128).

In general, any architecture resource which might influence FP instruction’s
results should be controllable. For IEEE standard architecture, this bounds to
Rounding Modes and Enabled Flags, and they will therefore be settable (0,1,X)
from FPgen.

The central engine of FPgen solves constraints emanating from set restric-
tions on instruction operands. Given a restriction, FPgen is tuned to seek for
a random instance solving it, one which is uniformly distributed among the set
of all solutions. This is the theoretic goal, but the complexity involved is some-
times overwhelming, especially for complex or multiple restrictions. In such
cases, FPgen at least ensures that each solution has a reasonable probability to
be selected. As described above, constraints can be given on the input operands,
output operands or even on both types simultaneously. It should be clear that
there is a significant leap in complexity involved in solving constraints on out-
put operands. Indeed, in contrast to the input operands case, the constraint
on output operands includes the instruction semantics. However, even out-
put constraints are usually solvable analytically in reasonable time complexity.



Constraint restrictions start to become largely intractable when simultaneous
constraints are requested on both input and output operands. For example, it is
largely unclear how to find an instance in which the result of a MUL instruction
has at least 45 bits set in its mantissa and the inputs are restricted by specific
ranges or masks. Such a case might seem artificial, but it is often the case that
cases such as this one are important to check due to specific implementation
methods. Moreover, during the implementation itself, it is sometimes impor-
tant to explore whether some cases are possible at all (FPgen also informs when
no solution exists). Knowing that some cases can be neglected can be critical
to be able to optimize the microarchitecture. In fact, in many cases, it can be
shown that the constraint problem is NP-Hard. Thus, FPgen’s approach for
these problems is heuristic, mixing probabilistic, search space and semi-analytic
algorithms. However, some important cases of simultaneous constraints are
solvable analytically. For example, Range constraints or Mask constraints on
all operands for the FP ADD instruction. In this paper, we will present the al-
gorithm for the simultaneous Mask constraints, i.e., a Mask constraint on both
input operand and on the output one for FADD. The algorithm for solving si-
multaneous Range constraints for FP ADD, which is - somewhat unexpectedly
- far from trivial, will be the subject of an additional paper.

Masks are important means to define sets of FP numbers. First, at the
architecture level, they enable to define all the IEEE generic types of FP: Nor-
mals, Denormals, Infinities, Zeroes, NaNs, etc... Thus, the ”all types” coverage
model defined above is expressible through masks. Second, it is common that
implemetations treat some bit, or set of bits, in a particular manner, and masks
are the natural means to bias towards numbers where those are controlled while
the others are random. Moreover, the importance of the algorithm described
in this paper goes beyond the specific importance of the mask construct for
set restrictions. Indeed, as it will become apparent during the explanation of
the algorithm below, the genericness of the solution allows one to control (via
a mask) the stream of carry bits occurring during the addition. Exercising an
adder through different carry configurations usually constitutes an important
part of its verification.

In section 2 the main problem, which is the subject of this article is defined.
Section 3 outlines an algorithm, that solves the main problem. The discussion
includes definitions of several, auxilliary generators and description of their use,
by the main generators. Sections 4-7 analyze and describe algorithms for the
various auxilliary generators defined in section 3. In section 8 the issue of
complexity of the algorithm is discussed shortly.

2 Description of the problem

Before going into details we present a simple example which demonstrates the
problem to a reader familliar with the IEEE standard 754. Consider a hypo-



thetical binary floating point format of eight bits, whose structure is, seeef f f f.
Namely, it includes one bit for a sign, three bits for a biased exponent and four
bits for a fraction. In analogy with the IEEE formats single and double, its
significand has five bits, Ein = —2, Fmaee = bias = 3. Given three masks
M, = 0100x101, M, = 001x1011, M. = 010xz10x we look for three float-
ing point numbers a, b, ¢ compatible with the masks respectively, such that
¢ = round(a + b). Assuming that round stands for round to nearest/even, the
following is a possible solution, @ = 01000101, b = 00101011, ¢ = 01001100. We

proceed with more details.

2.1 The set of machine numbers

Our problem is considered here in the framework of IEEE standard 754 computer
arithmetic (see [1] and [14]). This is a binary floating point system. We assume
that three integral constants are given, E,,in, Fmarz, p- The machine numbers
are those representable in the form v = (—1)% x 2F x by.byby - --bp_1, where
s € {0, 1} represents the sign of v, F, the exponent of v, is an integer satisfying
Enin < E < Epaz, bi € {0,1} and p is the precision of the floating point
system. All machine numbers, v, that satisfy |v| > 2Emin are assumed to be
normalized (i.e. with by = 1 ). Those machine numbers which are smaller, in
magnitude, than 2Emin (including zero) have E = E,,;, and are denormalized
(i.e. have by = 0). Thus, each machine number has a unique representation
(Note that the IEEE standard 754 requires the same uniqueness for its single
and double formats but not for its extended formats).

2.2 Binary representations of machine numbers and the
mask constraint

We assume throughout that numbers are represented as strings of binary bits.
This is true for fixed point numbers as well as for floating point numbers. A
mask, related to a number, is assumed to be a string of characters, of the same
length as the number, all of whose characters are in the set {0,1,2}. A number
and a mask are compatible if they are of the same length (hence each bit of
the number corresponds to one, particular, character of the mask), each 1’
character of the mask corresponds to a ‘1’ character of the number and each ’0/
character of the mask corresponds to a ’0’ character of the number. Thus, a ’1’
or a '0’ character of the mask determines uniquely the corresponding character
of the number. An 'z’ character in the mask leaves the corresponding character
of the number undetermined.

We may constrain a number by assuming that it is compatible with a given
mask.

For our purposes it is not convenient to represent a machine number by a
single string of bits. It is preferable to split such a representation into three
strings:



Sign: A string of one bit, which is “0” for a '+’ and “1” for a '—’. We denote
its numerical value by s (s =0 or 1).

Biased exponent: A string of w bits. Interpreting it to be a binary integer
we denote its numerical value by e (0 < e < 2% — 1). Generalizing from
the single and double formats of the IEEE standard 754 we take F,,;, =
2 -2, Enae = bias =297 — 1.

Significand: A string of p bits, bpbibs - -b,—1. Unlike the single and double
formats of IEEE standard 754 we include by explicitely in the string. In-
terpreting the string as a binary number, with the binary point placed
between by and by, we get the numerical value of the significand, S (0 <
S <2-21-p)

The value, v, which corresponds to such a triplet of bit strings is given by
1. If e=2" —1 and S # 1, then v is NaN regardless of s.
2. Ife=2"—1and S =1, then v = (—1)® x oo (Infinity).

3.If0<e<2®~1and S > 1, then v = (—1)* x 267 x § (Normalized
numbers).

4. Ife=0and S < 1 then v = (—=1)* x 2Fmin x § (Denormalized numbers
and zeroes).

2.3 The mask-mask-mask test generation problem for float-
ing point numbers

The test generation problem which interests us is the following: Given masks for
three machine numbers, generate machine numbers, a, b, ¢, which are compatible
with the masks and satisfy ¢ = round(a £ b). This problem may be split into
two sub-problems, which may be solved by two generators of machine numbers,
respectively:

Floating point generator for addition Given six masks, for biased ex-
ponents and for significands, Mey, Msq, Mep, Mgy, Mee, Ms., the generator
either generates three non-negative machine numbers, a, b, ¢, whose biased ex-
ponents and whose significands are compatible with the corresponding masks and
satisfy, ¢ = round(a + b), or states that there is no solution.

Floating point generator for subtraction Given siz masks, for biased
exponents and for significands, Meq, Mga, Mep, Mgy, M., Ms., the genera-
tor either generates three non-negative machine numbers, a, b, ¢, whose biased
exponents and whose significands are compatible with the corresponding masks
and satisfy, ¢ = round(a — b), or states that there is no solution.

We are interested in these problems for

round € {down, up, toward zero, to nearest/even}.



Actually, since we assumed that the three machine numbers are positive, we
may omit, with no loss of generality, the round toward zero mode.

In case there exist more than one solution, a generator chooses one of them,
at random. Multiple invokations of the generator, are supposed to make inde-
pendent random choices. So, repetitions of solutions might occur, although they
are rare, in case there exists a large number of possible solutions. A generator
is expected to be fair in the sense that no existing solution to the problem it
faces is exluded by its method of operation.

3 Outlines of the method of solution

As was stated earlier, the problem of generating floating point numbers, satisfy-
ing ¢ = round(a + b), may be divided into two cases. Addition of non-negative
numbers and subtraction of non-negative numbers.

Let us consider first the addition case. Namely, let ¢ = round(a + b), where
a, b, ¢ are non-negative machine numbers. We denote ¢, = e, — €4, @ = €. — €y,
where e,, ep, €. are the biased exponents. It is not difficult to see that q,, g, are
non-negative integers, one of which is 0 or 1. Let us denote also Q, = E. — E,,
Q», = E. — E,, where E,, E,, E. are the unbiased exponents. It is easy to
see that @4, Qp are also non-negative integers, one of which is 0 or 1. Usually
Qo = qa, Qp = q» but this is not always so. Actually there are five cases:

1. eq>0,e,>0,e.>0: Qu=0qa, Qo=qp
2.6,=0,€,>0,e.>0: Qu=¢qa—1, Qp = qp
€a>0,e,=0,ec>0: Qo =0qa, Qv =0 — 1
ea=0,e=0,e>0: Qu=0¢.—1,Qp=¢—1

orok W

eq=0,¢e,=0,¢e.=0: QaZQaaQbZQb

A similar analysis may be performed for the subtraction case. The outcome
is very similar: With ¢ = round(a — b) we have ¢, = e, — €y, g = e, — €.,
Qy=FE, — Ey, Q. = E, — E,, one of qp, q. is 0 or 1, one of @y, Q. is 0 or 1.
Also,

l.e.>0,e>0,e, >0: Qc =qc, Qv = @

2. e.=0,e,>0,€,>0: Qec=¢q.—1,Qp =@
ec>0,e=0,e,>0: Qc=0¢c, Qo=0qp— 1
ece=0,e=0,e,>0: Qe =¢q.—1,Qp=q— 1

eC:anb:()?ea:O: QC:qC7Qb:qb

oo W
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|0 1 0 112 3 q|>q |2 3 q
qa || 1 2 3 q|>q |2 3 q| >q
@ || >q|0 O 00 1 1 111

Table 1: Pairs q., ¢

3.1 Structure of the algorithm

The idea is to start the generation of machine numbers by choosing values for g,
v, Qu, Qv (Or qb, ge, Qp, Qe¢, in the case of subtraction). Having known values
for these numbers we may produce the biased exponents and the significands,
independently, by invoking numbers generators such as those defined below
(outlines of algorithms for such generators are described later).

Biased exponents generator I: Given the two non-negative integers qi,
g2, with q1 € {0,1}, and three masks of length w, My, Ma, Ms, for the biased
exponents, the biased exponents generator I either generates three biased expo-
nents ey, es, ez, which are compatible with the masks, respectively, and satisfy
es = e1 + q1 = ea + g2, or states that no solution exists.

Biased exponents generator II: Given the two non-negative integers qi,
q, with g1 € {0,1}, and three masks of length w, My, Ma, M3, for the biased
exponents, the biased exponents generator II either generates an integer gz and
three biased exponents e1, ea, es, which are compatible with the masks, respec-
tively, and satisfy e3 = e1 + q1 = ex + q2, q2 > q, or states that no solution
exrists.

Significands generator for addition: Given two non-negative integers,
Qa, Qp, one of which is 0 or 1, and three masks, of length p, for the significands,
Mgq, Mgy, Ms., and a rounding mode, round € {down, up, to nearest/even},
the significands generator either generates three significands S, Sy, Sc, which
are compatible with the masks, respectively, and satisfy S. = round(2=9S, +
27@0 Sy, or states that no solution exists.

Significands generator for subtraction: Given two non-negative inte-
gers, Qp, Q., one of which is 0 or 1, and three masks, of length p, for the signifi-
cands, Msq, Mgy, Ms., and a rounding mode, round € {down, up, to nearest/even},
the significands generator either generates three significands Sq, Sy, Se, which
are compatible with the masks, respectively, and satisfy 2~%<S, = round(S, —
2-@0Sy), or states that no solution exists.

The pair q,, ¢, in the addition case, and the pair ¢y, q., in the subtraction
case, are each, one of a list of possible pairs, similar to the list given in Table
1 (we do not specify the exact value of ¢ in the table. A value close to p is
convenient). Such a list includes about 2p pairs. An outline of an algorithm,
for the addition (or subtraction) case would be:

1. Choose one pair qq, g5 (0r s, g.) out of the list, at random. If, however,



the list is empty, state that there is no solution and stop.

2. Use the exponents masks and one of the biased exponents generators to
produce e, ep, €.

3. If the exponents generator states that there is no solution, erase the pair
das @ (Or gp, ¢.) from the list and go back to step 1. Else, compute
Qa, Qp (or Qp, Q) and use the significands masks and the appropriate
significands generator to produce S,, Sy, Se.

4. If the significands generator states that no solution exists, erase the pair
das b (OT @b, gc) from the list and go back to step 1. Else, return eq, ey,
€c, S(M Sb, Sc and StOp.

Note: This version of the algorithm does not account properly for the fact
that the values of Qq, Qp (or @b, Q) are not uniquely determined by qq, g5 (or
v, qc)- The reason is clarity of presentation. This can be fixed easily.

3.2 The need for a fixed point generator and its definition

In order to understand the general idea behind the significands generator, note
that, since Qq, Qp (or Qp, Q.) are known to this generator, it is possible to shift
the significands until they are properly aligned and then add (or subtract) them
the way fixed point numbers are added (or subtracted). We need, then, to have
a fixed point generator.

Before we specify the exact function of this generator let us examine the
process of adding two positive, binary integers, x + y = z: We start by adding
the rightmost bits of x and y. If the sum is less than 2 then it is equal to the
rightmost bit of z and there is no carry. If not, there is a carry of 1. Next we
add the carry and the two following bits of x,y. If the sum is less then 2 we have
no carry. If not, we have a carry of 1. And so on. Thus, during the process, a
sequence of carries, each of which is either 0 or 1, is generated.

If the values of the bits of the summands’ are (left to right) x,, =4, Yy, = j
(m = 0,1,---,N — 1) and those of the sum are z,, = k, then we have the
relations: ¢ + j + Cre1 = k+2C,,, (m=0,1,--- N — 1) where C,, is the carry
sequence. We always have ¢,7,k € {0,1}. Usually we have also C,, € {0,1}.
However, a rounding up process may add an additional 1 to the carry and
produce an effective carry of 2 (see subsections 5.1, 5.2 below). For this reason
it is convenient to assume that C,, € {0,1,2}. Note that Cy and Cy are
boundary values which, usually, have both the value zero. However, we need a
slightly more general generator, so we allow Cy # 0, Cny # 0

The input to the fixed point generator includes masks of length N: M, M,,
M., of the form described earlier, for the numbers x, y, z. It includes also a mask,
Me¢, of length N + 1, which corresponds to the sequence of carries. This last
mask is composed of the characters 0, '1’, '2’, 'z, where '0’, '1’, 2’ determine

10



IMCNJo[1]2[3[4][5[6]7]
1 n|n|n|n|x|x|x|x
j n|in|x|x|n|n|x|x
k n|{x|n|x|n|x|nf|x

Table 2: Mask Combination Numbers

the corresponding values of the carry and an 'z’ leaves the corresponding carry
undetermined. We may now state the function of the fixed point generator as
follows:

Fixed point generator: Given three masks of length N, for binary num-
bers, My, My, M., and one mask, Mc, of length N + 1, for a corresponding
carry sequence, the fized point generator either generates three binary numbers
x,y,z and a carry sequence which are compatible with their masks, respectively,
or states that no solution exists.

4 Analysis of the fixed point generator problem

4.1 Mask Combination Numbers and Case Numbers

The basic relations which control the construction of the sequences z,, = i,
Ym = J, 2m = k, (m = 0,1,--- N — 1) and Cp,, (m = 0,1,---,N) are the
condition of compatibility with the masks and the relations, i + j + Cpq41 =
k+2Cpn, (m=0,1,---N — 1) where 4,j,k € {0,1} and C,,Cy,,11 € {0,1,2}.
Clearly this set of conditions might be self contradictory. Such contradictions
should be identified by the generator which should state, if they exist, that there
is no solution.

Given an index m, each of the bits i, j, k corresponds to a character in the
appropriate mask. This character may be either an 'z’ or a number ('0’ or '1").
With such a classification of the characters of the mask each triplet of masks
elements is one of eight possible types of triplets (e.g. all three of the characters
are 'z’ or i corresponds to a number and j, k both correspond to an ‘'z’ etc.).
Each of the eight types of triplets may be assigned a number, which we denote
by MCN (Mask Combination Number). The numbers are given in Table 2. In
this table n means a number character in the mask and x means an 'z’ character
in the mask.

The main idea in solving the fixed point generator problem is to construct
first the sequence C,, and only later construct the bits of z,y, 2.

Given the masks M, My, M, and a numerical value for the index, m, we
have an MCN value and the numerical values of some of the variables 7, j, k. In
view of this fact, for MCN=0, 1, 2, 3, 4, 5, 6 we have sufficient information to
compute, respectively, a Case Number CN=i+j—k,i+j,i—k, ¢, j—k, 7, —k.

11



Let us list the pairs (Cy,, Crne1) which are possible for each MCN, CN pair:

o MCN=0, CN=i 4+ j — k

CN=-1: (0,1)
CN= 0: (0,0),(1,2)
CN= 1: (1,1)
CN= 2: (1,0),(2.2)

e MCN=1, CN=i + j

CN= 0: (0,0),(0,1),(1,2)
CN= 1: (0,0),(1,1),(1,2)
CN= 2: (1,0),(1,1),(2,2)

e MCN=2, CN=i — k or MCN=4, CN=j — k

CN=-1: (0,0),(0,1),(1,2)
CN= 0: (0,0),(1,1),(1,2)
CN= 1: (1,0),(1,1),(2,2)

e MCN=3, CN=i or MCN=5, CN=j

CN= 0: (0,0),(0,1),(1,1),(1,2)
CN= 1: (0,0),(1,0),(1,1),(1,2),(2,2)

e MCN=6, CN=—k

CN=-1: (0,0),(0,1),(1,1),(1,2)
CN= 0: (0,0),(1,0),(1,1),(1,2),(2,2)

e MCN=7, CN=0
CN= 0: (0,0),(1,0),(0,1),(1,1),(1,2),(2,2)

This list is exhaustive in the sense that for each pair of MCN, CN values it
includes all of the possible pairs (C,,, Cyn+1). It is a basis for the construction
of a feasible sequence C,,, (m = 0,1,---,N). By feasible we mean such a
sequence, C,,,, compatible with M¢, for which there exists at least one triplet of
corresponding numbers z, y, z, compatible with M, M,,, M, respectively. Since
the list is exhaustive it will enable us to construct potentially every feasible
sequence C,, which then will be used to construct potentially every solving
triplet z, v, 2.
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4.2 Preliminary list of n-values

It is possible to draw some useful conclusions from the list. First we note that
if, for some index m € {0,---, N — 1}, we have C,,, = 2 then it is necessary that
Cint1 = 2 too, and if we have Cy,,41 = 2 then it is necessary that C,,, # 0 (i.e.
Cyn € {1,2}). This implies that one of the following is true:

1. There exists a boundary index n € {1,---, N} such that Cy, = 2 for all
m>n, Cp, =1form=n-1and C,, € {0,1} for all m < n.

2. All of the carries are 2 (we set n = 0 in this case).

3. All of the carries are in {0,1} (we set n = N + 1 in this case).

A feasible n € {0,1,---, N 41} is generally not unique and there might exist
several possible values for it. We would like to construct a list of n-values which
includes all of the values of n that correspond to solutions and no other values
of n. Clearly, for all n < m < N we must have C,,, = C),41 = 2. So, looking
in the list of carry pairs we find that for all such m the pair (MCN,CN) must
be one of: (0,2), (1,2), (2,1), (3,1), (4,1), (5,1), (6,0), (7,0). Since Cp,—1 =1,
C, =2forn e {1, ---, N} we infer, from the list, for such n, that it is necessary
for m = n—1 that the pair (MCN,CN) is one of: (0,0), (1,# 2), (2,# 1), (3, z),
(4,#1), (5,x), (6,z), (7,x), where # 1 means CN# 1, # 2 means CN# 2 and x
means that CN might have any value. Additional restrictions on n are imposed
by the mask M¢. It is necessary that C,,_1, Cy,, ..., Cn are all compatible with
this mask.

Given the masks, this discussion enables one to construct a preliminary list
of possible values of n. As we shall see below, this list is often too large and
some of its terms must be erased.

4.3 Given n, look for contradictions and construct a fea-
sible sequence of carries

Let us discuss now the completion of the sequence C,,, given a value for n, by
setting values to Cy, C1, ..., C,,—2. These missing values of carries must all be in
{0,1}. Hence, we may take the above list of pairs, (Cp,, Ciyt1), and erase from
it all of the pairs which include 2. The remaining list, which is relevant to the
construction of the missing carries, may be replaced by the following equivalent
list of inference rules:

e MCN=0, CN=i +j — k

CN=-1: Cm = 07 Cm+1 =1
CN= 0: Cp, = Cpyp1 =0
CN: 1: Om = Um+1 = 1
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CN=2: C,,=1,Cp41 =0
e MCN=1, CN=i +j
CN=0: C,,=0
CN=1: Cm = Um+1
CN=2:C, =1
e MCN=2, CN=: — k or MCN=4, CN=j — k

CN=-1: C,, =0
CN= 0: Cm = Um+1
CN=1:C, =1

e MCN=3, CN=i or MCN=5, CN=j

CN=0: Cp=1= Cpii=1
C’m+1:0$0m:0

CN=1: Cp=0= Cps1 =0
Cm+1:1:>0m:1

e MCN=6, CN=—F

CN=1: Cp=1= Cpii=1
Cm+1 =0=0C,,=0

CN=0: Cp,=0= Cpss =0
C’m+1:]~:>0m:]~

¢ MCN=7, CN=0
CN= 0: No restrictions

Like the list of pairs from which it was derived, this set of rules is exhaustive
in the sense that each feasible sequence Cy,---,C,_1, of {0,1} terms, must be
compatible with it and each such sequence, which is compatible with it and with
Mg, is feasible.

Let us discuss now the problem of setting values to the carries Cy, ..., Cj,_1.
Their values are constrained by the mask M and by the inference rules, listed
above. In addition we know that C,,_; =1ifn € {1,2,---, N}. The mask M¢
uniquely defines those terms of C,,, which correspond to non 'z’ characters (Note,
though, that a 2’ character in M¢ is permitted only for m > n. Otherwise n
should be erased from the list of n-values). The set of inference rules may be
divided into three (not disjoint) groups:

1. Assignment rules: E.g. C,, = Cp,11 =0 or C,,, = 1 etc.
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2. Right continuation rules: E.g. Cp, =1 = Cy,41 =1 or Cy, = Cy, 41 ete.

3. Left continuation rules: E.g. Cp,41 =0= C,, =0 or C}, = Cy,, 41 etc.

Applying first only the assignment rules we may assign values to some of
the carry terms. One should be aware of the fact that we described here several
ways to deduce a definite value for a C,, (mask, assignment rules, C,,_; = 1).
It may happen that we run into some contradictions. So, each time we deduce a
definite value for a given C,,, we must check whether it was assigned a different
value earlier. Clearly, a contradiction means that n should be erased from the
list of n-values.

Suppose that all of the methods, described above, to deduce a definite value
for a C,,,, were used and no contradiction was found. Some of the defined carries
may be neighbors (like Cy,, Cpny1). For each such pair of neighbors we must
find the MCN and CN, which correspond to the index m, and test for a con-
tradiction by the corresponding inference rule. Finding a contradiction means
that we must erase n from the n-values list. If all of the pairs of neighbors were
tested and no contradiction was found we apply the continuation rules, one at a
time. This process will create chains of consecutive defined carries, separated by
chains of consecutive (yet) undefined carries. As the process continues the chains
of undefined carries shrink and it might happen that one of them disappears
completely. Namely, the right end of one chain of defined carries becomes a
neighbor of the left end of the following chain of defined carries. Such neighbors
must be tested for contradiction by the inference rules. If any contradiction is
found then n should be erased from the list of n-values. If the process ends and
cannot be continued any further and no contradiction was found, then either all
of the carries are defined and we have a complete, feasible, sequence of carries,
or some chains of undefined carries were left over. In the last case we shall see,
that a point was reached, where no more contradictions are expected. Actually
we may choose one end of an undefined carries chain and choose for it a value
of either 0 or 1, at random. No contradiction can arise from this operation,
because, as was mentioned above, the set of inference rules is exhaustive. The
new carry becomes a left or a right end of a chain of defined carries. We try
to apply continouation rules to this new end, again and again, until the end of
the chain meets an end of another chain or until no further continuation rule
can be applied, and then we choose again an undefined carry at random. This
process is repeated until all of the carries are assigned definite values. Note
that if the new end meets another chain of defined carries, namely if the new
end becomes a neighbor of another end there cannot arise a contradiction be-
cause the other end could not be continued at an earlier stage and this means
that its new neighbor may have the value 1 or the value 0 without causing any
contradiction.

As was mentioned above, if any contradiction was found then the value of n
must be erased from the list of n-values. If we get contradictions for all values of
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n, i.e. if, at the end, the list of n-values is empty then the fixed point generator
must state that there exists no solution and stop.

This process enables one to discover whether no feasible sequence of carries
exists and to produce, in potential, every feasible sequence of carries, otherwise.
If we have a feasible sequence of carries we can use it to construct every triplet
of solving numbers x,y, z, as described below.

4.4 Construction of the numbers, given a feasible carry
sequence

We assume that the whole sequence C,, is known and that it is feasible. For
each value of m € {0,1,---, N — 1} we have, then, numerical values for C,,,
Cim+1, MCN, CN and some of the variables ¢, j, £ and we may write the equation
i4+j4+Cme1 = k+2C,,. Transfering to the right hand side, of this equation, all
of the known variables we get an equation of the type o =RHS where the right
hand side, RHS, is of a known numerical value and « is an expression which
depends on those of the variables 4, j, k which are unknown. Actually, it is not
difficult to see that RHS= 2C),, — C);,+1—CN and that o depends on MCN and
satisfies, « + CN =i + j — k. For instance, if MCN=3 then CN=1i, a = j — k
and the equation is j — k =RHS. If MCN=2 then CN= i — k, « = j and the
equation is j =RHS and so on. We can summarise the equations and all of their
solutions, in all of the possible cases, in the following list:

e MCN=0, « is an empty expression
RHS= 0: ¢, j, k are all known

e MCN=1, a = —k
RHS=-1 or 0: k£ = —RHS

e MCN=2, a =
RHS= 0 or 1: j =RHS

e MCN=3,a=j—k

(0,1)

= (0,1
=(0,0), (1,1)
= (1,0

RHS=-1: (j,k)

RHS= 0: (j,k)

RHS= 1: (j, k)
e MCN=4, =1

RHS= 0 or 1: i =RHS
e MCN=5,a=i—k
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RHS=-1: (i,k) =

RHS= 0: (i,k) = ( ),(1,1)

RHS= 1: (i,k) = (1,0)
+

MCN=6, a =i+ j

RHS= 0: (i,5) = (0,0
RHS= 1: (i,5) = (0,1),(1,0)
RHS= 2: (i,5) = (1,1)

MCN=7,a =i+ j—k

RHS=-1: (i,j,k) = (0,0,1)
RHS= 0: (i, j,k) = (0,0,0), (0,1, 1), (1,0,1)
RHS= 1: (i,5,k) = (0,1,0),(1,0,0),(1,1,1)
RHS= 2: (i,j,k) = (1,1,0)

Knowing the numerical values of MCN and RHS for every m € {0,1,---, N—
1}, we may choose from the last list, a solution which completes the triplet , j, k,
for every m. If the list includes several solutions for some combination of MCN,
RHS, then we choose one of them at random. Making such choices for all values
m € {0,1,---, N — 1} we complete the construction of z,y, z.

4.5

Structure of the algorithm of the fixed point generator

Based on the discussion above, we outline the structure of an algorithm that
realizes the fixed point generator:

1.
2.

Construct a preliminary list of possible n-values.

Choose a value of n out of the list of n-values, at random. If the list is
empty state that there is no solution and stop.

Try to construct the missing terms of C),. In case you find at least one
contradiction erase n from the list of n-values and go back to step 2. If no
contradiction was found you have a feasible sequence C,,.

Using the sequence C, constructed, and the masks M,, M,, M., set
values for 4, j, k for each m € {0,1,---, N — 1}. Whenever there is more
than one possibility to choose i, j, k make a random choice. When the
construction is completed return the resulting z, y, z, C;,, and stop.
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5 Analysis of the significands generator for ad-
dition
5.1 The general idea

The present generator applies the fixed point generator always with N = p.
The idea goes as follows: Almost always the exponent of @ + b is equal to the
exponent of ¢. The only exceptional case is the post normalization case. It
occurs when @+ b rounds upward to produce S, = 1.00 - - - 0 exactly. In this case
the exponent of ¢ is larger by 1 than that of @-+b. Ignoring, for the moment, the
exceptional case (it will be further discussed later) we note that if we align the
significands S,, Sp, S according to the values of Qg, @Qp, some of the trailing
bits of S, Sp are positioned to the right of the least sinificant bit of S, and form
tails:

fixed point masks tails

Sa: 0 {
Sp: 0000 |
Se: |

‘We may present to the fixed point generator the shifted and truncated masks
of Sy, Sp. In addition we present to the fixed point generator a carries mask
Mc =“Ozz---2C,”. Here C, € {0,1,2} is the contribution of the tails, which
is the combined effect of carry and of rounding.

The idea is to choose a numerical value, of 0, 1 or 2, for C}, and then generate
the tails, on the one hand, and S. and the left parts of S,, Sy, on the other
hand (by the fixed point generator).

5.2 The tails triplet

In order to see, in more detail, how we do that, let us denote the leftmost bits
of the tails by as, b, respectively, and the remainders of the tails by as, bs:

fixed point masks tails

Sa: 0 |agas
Sp: 0000 |b2bs
Se: |

Clearly, the value of C), is determined by asg, b2, as, bs.

Since either @, € {0,1} or Q; € {0,1}, we have either a3 = 0 or b3 = 0.
So, if we denote c3 = a3 + bz we have ¢z = a3 if @, € {0,1} and ¢35 = b3 if
Q. € {0,1}. C, depends on ay, bs, cs.
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Actually we do not need to know the whole sequence of bits of ¢z, but only
the result of an OR operation over all of its bits, OR(c3). We call the triplet
of bits (ag, b2, OR(c3)), the tails triplet. Thus, for instance, if the tails triplet
is (1,1,0) and the rounding mode is up then C, = 1. If it is (1,0,1) and the
rounding mode is to nearest then Cp, =1 etc.

Let us list all of the tails triplets possible, for each of the rounding modes
and for each of the possible values of C):

e round down

C, = 0: (0,0,0),(0,0,1),(0,1,0),(0,1,1),(1,0,0), (1,0,1)
C, =1: (1,1,0),(1,1,1)

e round up

C, = 0: (0,0,0)
Op =1 (0707 1)07 (Oa la O)Oa (07 17 1)17 (L Oa O)Oa (1707 1)17 (la 13 O)
Cp=2: (1,1,1)°

e round to nearest/even

Cp =0: (0,070),(0,071),(0,1,0)0,(1,0,0)0
Cp =1: (0,1,0),(0,1,1)2,(1,0,0)9,(1,0,1)2,(1,1,0), (1,1,1)

Some of the listed triplets have a numerical subscript and/or superscript:
The subscript 0 means that the corresponding triplet implies round to even
case. So, it is possible, with the indicated C), value, only if the last character of
S, is forced to be ‘0'. The existence of a superscript indicates that the rounding
component of the contribution of the tails is 1, which means that a result with
S. =1.00---0 is post normalized and is potentially wrong (This will be further
discussed later).

The generation of S,, Sy, S, will start by constructing a three character
mask for the tails triplet. The elements, of this mask, which correspond to as
and by are simply copied from Mg,, Mg, or they are set to be ‘0" if ay and/or
bo fall outside of the range of the corresponding shifted mask. The element
which corresponds to c3 is set to be 1’ if the corresponding part of Mg, or Mg
includes at least one 1’ character. If not, the element will be '0" if no 'z’ exists
in the appropriate part of Mg, or Mg, and 'z’ otherwise.

After the mask of the tails triplet is ready we choose one tails triplet, from
the complete list above, which is compatible with this mask. Note that in the
case of round to nearest/even each of the triplets (0,1, 0), (1,0, 0) appears twice.
Once with C, = 0 and once with €}, = 1. These appearances are considered
to be distinct. Namely, a choice like (0,1,0) with C, = 0 is different from the
choice (0,1,0) with C, = 1.

Now, that we have chosen a tails triplet, the construction of the two tails is
straight forward. The construction of S, and of the left hand parts of S,, Sy is
performed by the fixed point generator.
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5.3 The exceptional cases

Let us discuss now the exceptional case where the exponent of @ + b is smaller
by 1 than that of ¢

If the tails triplet, chosen from the list, does not have any superscript it
means that even if the generated S, is 1.00---0, we do not have post normal-
ization. So, the result is correct and acceptable.

If the tails triplet has a superscript and the fixed point generator produces
S. = 1.00---0 then it means that some thing may be wrong with the result and
we cannot be sure that the produced S,, Sy, S. satisfy S. = round(2_Q“Sa +
2790 5)), as it should. In more details:

If the superscript is 0 then the result is definitely wrong and cannot be
corrected, so it should be discarded and a repeated significands construction
should be tried.

If the superscript is 1, it means that the result is correct, after all, and should
be accepted.

If the superscript is 2, it means that the c3 part of the tails should be con-
structed with care: Note that there are only two tails triplets with a superscript
2, in the list. They are (0,1,1), (1,0,1) in the round to nearest/even mode,
with Cp, = 1. Since the resulting S. was 1.00---0 it means that the p 4 1 first
bits of the exact sum were 011---1 and that ¢3 should be concatenated to the
right of this, in order to produce the complete exact sum. This means that,
in order for the result, generated by the fixed point generator to be usable the
leftmost bit of c3 should be 1. The rest of the bits of ¢3 are not important. If
the leftmost bit of ¢3 cannot be chosen to be 1, because of mask constraints,
it means that the solution should be discarded and repeated construction of a
solution should be tried.

Note that no possible solution of the significands generator problem is ex-
cluded by the method of generation described above. Not even those with
S, =1.00---0 and exact sum 011---1cs.

5.4 Structure of the algorithm for the significands gener-
ator in the addition of non-negative machine numbers

1. Using Q,, Qp and Mg,, Mgy, produce a three characters mask for the
tails triplet.

2. Construct a sublist of all tails triplets, from the complete list of tails
triplets, which are compatible with the mask.

3. Choose one tails triplet out of the sublist, at random. However, if the
sublist is empty state that there is no solution and stop.

4. Invoke the fixed point generator in order to construct S, and the left hand
parts of S,, Sp. If the fixed point generator states that there is no solution,
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erase the chosen tails triplet, from the sublist, and go back to step 3.

5. Use the chosen tails triplet to construct the tails and by this complete the
construction of Sy, Sp. Return S,, Sy, S. and stop.

6 Analysis of the significands generator for sub-
traction

Let us denote ¢ = @—b. Then, ¢ = round(c). We also denote the rounding error
by € = |¢—c|. In case c is rounded down we have é+¢& = a—bor b+ (¢+¢) = a.
In case ¢ is rounded upward we have ¢ —e = a—borb+¢ = (a+¢). In
either case we have an exact identity which includes only one addition of non-
negative numbers. We consider these numbers to be fixed point numbers. Had
we have masks for these three fixed point numbers, we could use the fixed point
generator to generate the three numbers. Let us see that this is exactly what
we have: Note that the non-zero bits of € always lie to the right of the least
significant bit of €. Also, @ > ¢ = a > ¢ so, the non-zero bits of ¢ lie to the
right of the least significant bit of a as well. This means that the bits of ¢ 4 ¢
are composed of the bits of ¢ and the bits of € written in sequence, one after the
other. A similar thing is true for a + . We may describe the implication of this
fact graphically: Assume, for instance, that the rounding mode is down, that
Qp = 3 and that Q. = 1. Then the masks for a, b, ¢ + ¢ may be chosen to be,

Sy
b: 000
S, €
c+e: 0——m—=x
Sa
a: —FF 000

We see that these masks are composed of the masks for S,, Sp, S¢, padding
0 characters and padding x characters, which represent the bits of €. We may
use the fixed point generator to generate the three numbers and then extract
from their binary representations the bits of S,, Sy, S.. In this particular case
we have for the fixed point generator N = p + 3 and the mask for the sequence
of carries is “Oxx - - - zxz0”. It turns out that the maximal value for N necessary
is in the order of magnitude of 2p, because if @} is larger than p we have to
know only if b > 0 or not and the details of its bits are of no significance. A
similar treatment may be used if the rounding mode is up. In such a case the
bits of € must be added to those of a instead of ¢.
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Q0 0 1 170 0 0 0 1 1 1
Q.0 1 0 1|2 3 p—1|>p|2 3 P
Qp || 1 2 3 p—1|>2p|2 3 p|>p
Q.|l>pl0 0 0 0 1 1 1)1

Table 3: Pairs Qp, Q. for subtraction

6.1 More details for the down rounding mode

The identity that must be used, in this case, is b+ (¢+¢) = a. The combinations
of Qp, (). which should be considered are listed in Table 3.

The common length of the masks that must be presented to the fixed point
generator, for most of the combinations, is N = p+ maxz(Qp, Q.). The mask for
Sy should be padded to the left by @ ‘0" characters (if @Qp > 0) and to the right
by Q. — Qp '0’ characters (if Qp < Q.). The mask for S, should be padded to
the left by Q. '0’ characters (if Q. > 0) and by Q, — Q. 'z’ characters to the
right (if Q. < Qp). The mask for S, never has to be padded to the left (because
a > b, a > ¢) and should be padded to the right by maz(Qy, Q.) '0’ characters
(unless @y = Q. = 0). The mask of the carries must always be of the form
“Ozx---zz0”.

The cases (Qp, Q.) € {(0,> p), (1,> p), (> p,0),(> p,1)} should be treated
in a slightly different way:

In the two cases where Q. > p or Q. > p we must have S, = 0, unless this
is not compatible with its mask, in which case there is no solution. Generating
a solution, then, is straightforward.

In the two cases where @, > p or QQp > p, Sp may be any bit string which is
compatible with its mask. The three number masks that must be presented to
the fixed point generator are of length N = p+ Q.+ 1 each, where the mask for
b is composed only of '0’ characters except for the rightmost one, which is ’1’
if b # 0 and is 0 otherwise. The mask for S, is padded by Q. ’0’ characters to
the left and by a single 'z’ to the right. The mask for S, is padded by Q. + 1
0" characters to the right. After we determine a solution to the fixed point
problem we may easily construct the bit strings for S, Sy, Se.

6.2 More details for the up rounding mode

The identity which must be used in this case is b+¢ = (@+¢). The combinations
of Qp, Q. which should be considered are again those listed in Table 3. Again,
in most cases, the length of the masks, presented to the fixed point generator is
N = p+ maz(Qp, Q.). The mask for Sy is padded by Qp ‘0’ characters to the
left (if @, > 0) and by Q. — @ ‘0’ characters to the right (if @, < Q.). The
mask for S. should be padded by Q. 0’ characters to the left (if @. > 0) and
by Q» — Q. '0’ characters to the right (if Q. < Qp). The mask for S, does not
have to be padded on its left side. On its right side it must be padded by Q. "0’
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characters (if Q. > 0) and by Q, — Q. "2’ characters to their right (if Q. < Qy).
The mask for the carries is, again, of the form “Ozz---zx0”.

In the four cases where either (). > p or (Jy > p the treatment is, again,
slightly different:

In the two cases where Q. > p, S. must be zero, unless this is not compatible
with its mask, in which case there exists no solution.

In the two cases where @ > p we clearly have ¢ = b and we must have ¢ = a
(Q. =1 is impossible, then). So, S, may be chosen to be any number which is
compatible with its mask and S. = S, may be chosen to be any positive number
which is compatible with both the masks of S, and of S..

In the discussion above we assumed implicitely that the exponents of ¢ and
of ¢ are the same. This is always so in the case of round down. However, if
round() is round up there exists one exceptional case: If the significand of ¢ is
1.00---0 and £ > 0 then this implicit assumption is not satisfied. Unless the
leftmost bit of € (the one which corresponds to the leftmost 'z’ character in the
right padding of S,) is 0 this leads to an error. So, solutions, returned by the
fixed point generator, in which S, = 1.00---0 and the leftmost bit of ¢ is 1,
should be rejected and an additional attempt to produce a solution should be
made.

6.3 More details for the nearest/even rounding mode

In this case the rounding is sometimes up and sometimes down. So, the algo-
rithm for this type of rounding is a kind of a mixture of the algorithms for round
up and for round down. We consider, again, the combinations of @, Q. listed
in Table 3. In the same way that we extended and padded the masks for S,
Sp, S for round down and round up we extend and pad those masks also in
the round to nearest case. The new element is division of the dicussion of each
combination of @y, . into four subcases:

1. Case of round to nearest/down, in which we use the identity b+ (¢+¢) = a
and pad the extended masks of S, Sy, S. in the same way it is done in
the round down case, except that the “xx - --2” padding that corresponds
to € is replaced by “Ozx ---z” padding.

2. Case of round to nearest/up, in which we use the identity b+ ¢ = (a + ¢)
and pad the extended masks of S, Sy, S. in the same way it is done in
the round up case, except that the “xx---z” padding, that corresponds
to ¢, is replaced, again, by “Oxz---x” padding. Similar to the round up
case we should reject a solution with S, = 1.00---0, unless the leftmost
x (of €) is replaced in the solution by 0 (i.e. the bits of € are compatible
with “00zz ---2”) or the bits of € in the solution are 0100 - - -0 exactly.

3. Case of round to even/down, which is exactly like case 1 above, except
that the “Ozxz---x” padding is replaced by “100---0” padding and the
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last character of the mask of S, is replaced by ‘0’ (this can be done only
if the original last character of Mg, is ‘0’ or 'a’).

4. Case of round to even/up, which is exactly like case 2, except that the
“Ozx ---2” padding is replaced by “100---0” padding and the last char-
acter of the mask of S, is replaced by a 0’ (again, this can be done
only if the original last character of Mg, is ‘0’ or ‘a’). If the solution
returned is such that S. = 1.00---0 it must be rejected. So, a solution
with S, = 1.00---0 cannot be produced in this case. Note, though, that
such a solution may be produced in case 2 (see the end of case 2, where
the bits of ¢ are 0100 --0).

This discussion may be easily completed to include also the cases where
Qp > p or Q). > p, which were not mentioned here.

6.4 Structure of the algorithm for the significand genera-
tor in the subtraction of positive numbers case

Given numerical values for @, Q. we use Table 3 to classify this pair so we can
use the appropriate procedure, out of those described in the previous section,
to generate three significands. If the construction was successful return the
solution and stop. If the construction failed state that there is no solution and
stop.

7 Analysis of the biased exponents generators
problem

In both generators I and IT we have ¢; € {0,1}, e3 = e; + ¢1. There are then
two possible cases, e3 = e; and e3 = e + 1.

7.1 Generator I

In the case e3 = ey, the common value of e; and e3 must be compatible with both
the masks M7 and Ms. If the two masks have different number characters in the
same position then they are contradictory and no pair ey, ez exists. Otherwise,
it is very easy to produce their intersection, M;3. Hence we are left with the
problem of producing es; and es which satisfy e3 = es 4+ ¢g2. We have masks for
es, eg (i.e. My, Mi3) and we may construct a mask (composed of numerical
characters only) for ¢o. Hence, clearly, the problem may be solved by the fixed
point generator.

In the case e3 = e; + 1, we note that the right hand end of the string of bits
e1, must be one of the following: 0,01,011,0111,...,011---1 (the last string is
of length w). Since e3 = e; + 1, the right hand end of es must be, respectively:
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1,10, 100, 1000, ...,100- - - 0 (here also the last string is of length w). Comparing
the possible right ends of e;, e3 with the masks M;, M3 we usually may erase
some of the possibilities and are left with a reduced list of pairs of right hand
ends. Choosing one of these pairs, the left ends of e, es must be identical. This
means that the masks of e; and e3 may be chosen to be composed of known
numerical characters in the right ends and of the intersection of the left hand
ends of My and M3 (if the left ends of M7 and Mj are contradictory then the
corresponding pair of right ends, should be erased from the list).

Thus, every time we choose a pair of right ends of ey, e3, from the list, we
are in a position similar to the one we have in the case e; = e3: We have masks,
My, Mz, for es, ez and a mask for ¢o and must find ey, es from the relation
e3 = ey + g2. This, again, can be solved by the fixed point generator. If the
generator states that there is no solution it means that the chosen pair of right
ends should be erased from the list of pairs and another pair should be tried. If
the list of pairs becomes empty it means that there is no solution which satisfies
e3 = eg + 1.

7.2 Generator II

The analysis of generator II is similar to the analysis of generator I, up to the
point where we have a new mask, M3, for es (this applies to the case e3 = e;
as well as to the case eg = e; +1). Thus, the problem we face now is to generate
q2, €2, €3 where we have masks Ms, M3 for ey, e3, respectively, and we must
satisfy the relation e3 — es = g2 > q.

The smallest es which is consistent with M, is obtained by replacing each
'z’ in My by '0’. Denote the result by e,. The largest ez which is consistent
with M3 is obtained by replacing each ‘2z’ in M3 by a '1’. Denote the result és.
There exists a solution, to the generation problem II, if and only if e5 — e, > g.

In case there exists a solution we want to choose, at random, a pair €5, €3
for which €3 — €3 > ¢, and €5, €3 are compatible with My, M3, respectively.
We describe a way to do that below:

Erasing from M, all of the 0’ and ‘1’ characters, we are left with a submask
which is composed of 'z’ characters only. The numbers é; which are compatible
with this submask, are in a natural 1-1 correspondence with the numbers es,
which are compatible with Ms. Clearly es is increasing as a function of é; and
vice versa. Similar relations exist between ez and é3 via the mask Mi3.

The construction of random é5, €3, which are compatible with the masks Ma,
M3, respectively, and satisfy é;s — é3 > ¢, may go as follows (In this decription,
€2, €9, €2, é5 correspond to es, €9, €2, €2, respectively, by the 1-1 correspondence,
via Mo, and és, é5, €3, ég correspond to eg, €3, €3, &3, respectively, via Mi3):

1. Compute ey, €3 with &, =00---0, €5 = 11+ -1, respectively.

2. Compute é2 = mawx{és|és — ez > q} by a binary search (a bisection-like
algorithm).
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3. Choose an integer é; € [é5, €2], at random.

4. Compute é; = min{és|es — & > ¢} by a binary search.

5. Choose an integer é3 € [é5, €3] at random.

Knowing €5, €5 we know also &y, é5. We set ey = 6o, e3 = é5. As for ey, its
right end is known and its left end may be copied from e3. Also, we may take
g2 = €3 — €3.

7.3 Structure of the algorithms for the biased exponents

generators

The algorithms for the case ¢ = 0 are outlined below. In the case g1 = 1 the
algorithms are similar, apart from obviouse complications, due to the possibility
of several M3 masks.

7.3.1 Generator I

1.

If M, and M3 are contradictory, state that there is no solution and stop.
Else, construct Mis.

Present Ms, M3, g2 to the fixed point generator to generate es, e3 satis-
fying e3 = e2 + go.

If the fixed point generator states that there is no solution, state that
there is no solution and stop. Else, construct e; from eg.

Return ey, eq, e3 and stop.

7.3.2 Generator I1

1.

If M, and M3 are contradictory, state that there is no solution and stop.
Else, construct Mis.

Produce random €5, é3 which are compatible with My, M3, respectively,
and satisfy €3 — és > ¢. If such é;, €3 do not exist, state that there is no
solution and stop.

Set es = €9, e3 = €3, g2 = €3 — €3 and construct e; from ez

Return ey, eq, e3, g2 and stop.
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8 Conclusions

We described an algorithm that generates floating point numbers a, b, ¢ which
are compatible with three corresponding arbitrary masks and satisfy ¢ = round(a+
b). The solution is general enough to be applicable to all floating point data
types and all rounding modes, mentioned in the IEEE standard 754. Although
the target data types are floating point data types, the main engine is a fixed
point generator. We expect this engine to be useful in other applications as well.
The complexity of the algorithm is polynomial and tests indeed confirm that it

is fast: solutions are found almost immediately for a large variety of instances.
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