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Abstract

With the increased deployment of conversational systems, new tech-
nical challenges and limitations appear. Client devices do not have
the processing power and memory requirements to perform the nec-
essary recognition and presentation tasks. Also, networks do not
have enough bandwidth to rapidly exchange the data files needed
by the conversational engines. Assuming that these two problems
are solved, vendors and service providers often do not wish to ex-
change such data files which may be considered as intellectual, busi-
ness logic and technology crown jewels. Distributed architectures
solve these issues, if implemented in appropriately managed net-
works to guarantee quality of service for each active dialog. In this
paper, we introduce some aspects of conversational networking: dis-
tributed speech recognition (DSR), distributed conversational ar-
chitecture and conversational protocols for transport, coding and
control. These are building blocks of a conversational networking
solutions and distributed multi-modal browsers.

1 Introduction

The evolution of the computer world towards billions of pervasive
devices interconnected, through the internet, wireless networks or
spontaneously networks (see for example Bluetooth [1] and Jini [2])
will revolutionize the principles of human-machine interactions. In-
deed, these new devices beckon new market needs: to be able to
access and manage information from anywhere, at anytime and
through any device. This last requirement encompasses traditional
phones, cell phones, smart phones and PCs. The manipulated in-
formation can be local on the device, remote over the internet or
private intranets, personal and located on multiple personal PCs,
devices and servers. It consists of content material, transaction man-
agement and productivity tools.

This need will motivate a huge explosion of conversational devices
and applications. Indeed, these trends towards billions of devices
go in pair with the miniaturization of the devices and dramatic in-
creases of their capabilities and complexity. Simultaneously, be-
cause the phone is still the most ubiquitous communication device
in the world, and will remain for a while, the same expectation of
ubiquitous access to and management of information through the
phone becomes even stronger. The increasing complexity of per-
vasive clients coupled with increasingly constrained input and out-
put interfaces significantly weakens GUI-only offerings. Furthermore
pervasive clients are more often deployed in mobile environment
where hand-free or eye-free interactions are desirable. Accordingly,
conversational computing [17, 16, 15] will become ubiquitous in the
near future.

However, serious challenges are met today as soon as complex or
multiple domain-specific tasks must be supported. Indeed, today
most pervasive clients do not have the local processing power or
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memory available to support such complex tasks. Even with the
rapid evolution of the embedded processor capabilities (low power
or regular processors), one can not expect that all the processing
power or memory is available for conversational tasks: typically, no
more than roughly 30% is available. In addition, the installed based
and next waves of releases of such devices will probably not be able to
perform adequately these conversational tasks. Even if they could,
it is very challenging to expect that they will have access to the
appropriate domain-specific and environment-specific data files, or
to the appropriate algorithms to adequately perform under adverse
conditions.

2 Conversational Networking

As the pervasive clients are ” connectable” and traditional phones are
also considered, it is always possible to ship the audio to a server for
server-side processing. In a first instantiation, it would be telephony
speech recognition. The audio is captured on the local device (analog
or digital) and transmitted via telephone channel (PSTN, Wireless
network, Voice over IP) to a server that performs the conversational
functions.

This approach solves most of the problems: CPU and memory are
no longer issues, other than cost or infrastructure. Unfortunately,
telephony speech is harder to process. The signal is further de-
graded by the channel on top of whatever environment degradation
occurred at the source and this results into poorer accuracies. When
the complexity or perplexity of the task increases, the accuracy may
rapidly hover below the threshold of acceptability. Consider for ex-
ample large vocabulary speech recognition over cellular (e.g. GSM)
networks.

However, when local clients capture the audio through audio sub-
systems with very specific characteristics [9] and ship it as data to
a server, the audio characteristics are only affected by the source
and its acoustic environment. In addition, data links enable signif-
icant compression of the audio data and insertion of other control
information and meta-information. Furthermore, when the transac-
tion involves access to networked information, all this can be done
through a single connection '. Eventually, this mechanisms allows
higher sampling rates and more detailed acoustic modeling over ap-
proaches directly shipping a compressed waveform with a conven-
tional codec.

3 Conversational Coding

In [21] a cepstral feature compression scheme was introduced, that
does not degrade the performances of a conversational task per-
formed on the decompressed feature stream. This compression
scheme is a key basic element of conversational networking. Note
that, a priori, any coding scheme that compresses the cepstral fea-
ture stream while minimizing the distortion of the reconstructed fea-
tures is an acceptable conversational coding algorithm. For example,
an alternate scheme was proposed in the context of the ETSI-Aurora

INote that on networks that support voice over data, this last argument
does not hold.



project [3].While this scheme provides comparable performances on
low perplexity tasks, its accuracy on large perplexity or complex
tasks degrades. Performances on distrorted and noisy data also sig-
nificantly degrade. This is illustrated in table 1 with RECOVC
described below.

SNR | IBM MLLT | RECOVC MLLT | ETSI-Aurora
Clean 98.72 98.69 97.80
15dB 96.54 96.47 94.70
10dB 93.68 89.94 90.03

0dB 67.13 67.10 55.50

Table 1: RECOVC versus ETSI-Aurora word accuracy (in percent)
for a same command and control LVCSR task with additive typical
noise in a mobile GSM handset. All the front-ends use 13 dimension
feacture vectors. All the systems were built using the same acoustic
data respectively processed by the IBM MMLT or the ETSI-Aurora
front-end. IBM MLLT denotes MFCC with Maximum Likelihood
Linear Transformation as described in [14, 10]. RECOVC consists
of recognition of the compressed MFCC, followed by MLLT.

For practical purposes, a coding scheme can be used with conversa-
tional applications only if it also supports reconstruction of intelli-
gible waveforms. This is required for playback, error correction and
proofreading purposes. Accordingly, a conversational codec is any
coding scheme that minimizes the distortion of the acoustic front-
end features and allows reconstruction of intelligible waveforms. For
example, any conventional codec combined with a acoustic feature
error correction/minimization scheme would fit the definition. In
the following section, we will describe the Speech-Recognition Com-
patible Voice Coder (RECOVC ?), which was specifically designed
as a conversational codec.

3.1 Speech-Recognition Compatible

Coder
The RECOVC technology developed at IBM Research addresses two
issues:

Voice

1. Compression of the speech recognition feature vectors, such
that recognition rates are not impaired.

2. Reconstruction of a good quality, intelligible speech from the
speech recognition feature vectors.

Technical details of the RECOVC technology can be found in [12,
11]. Full specification and reference software implementations is
available at [4]. A summary of the technology is given below.
Figure 1 describes a block diagram of the RECOVC encoder, op-
tionally coupled with a speech recognition engine for converting the
input speech into text.

An input speech signal is fed into a speech recognition “front-end”
(block 1). In this block, the input signal is processed in short dura-
tion frames (typically 10 msec) to produce a feature vector for each
frame. Numbers of voice recognition systems use a standard proce-
dure for extracting the mel-frequency cepstral coefficient (MFCC)
feature vector [13, 23] which represents the spectral envelope of the
speech. This is done using a Short-Time Fourier Transform (STFT)
analysis procedure. The MFCC feature vectors can then be used by
the speech recognition “back-end” for converting the input speech
signal into text (block 2). The MFCC feature vectors are compressed
(block 3) without effecting the performance of the speech recogni-
tion system. The compression scheme is based on the algorithm
presented in [21], which utilizes a first order prediction, multi stage
split VQ technique. Bit rates are in the range 4-6.4 kbps, depend-
ing on the MFCC feature vector size. Note that this approach is
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Figure 1: Block diagram of the RECOVC encoder.

flexible in terms of acoustic feature chraracteristics like dimensions
or sampling rates. Also, when used in combination of robust front-
ends as described in [14, 10], the features are compressed prior to
transformation. The transformations are transmitted separately us-
ing RTCDP as described later in the paper. Transformations are
applied after decompression.

In order to allow speech reconstruction and playback using the
MFCC feature vectors, an additional pitch frequency information
(including voiced /unvoiced decisions) is extracted every frame (block
4) together with the respective MFCC feature vector. The pitch is
efficiently calculated from the already available STFT from block
1, using a spectral peak detection process. It should be noted that
in some speech recognition systems, especially for tonal languages
(e.g. Mandarin Chinese), the pitch information is used for recog-
nition and pitch detection is already implemented as a part of the
front-end process.

The pitch period values are compressed at bit rates of 300-500 bps
(block 5), and the streams of the compressed MFCC feature vectors
and the compressed pitch are multiplexed together (block 6), to form
the output bitstream for storage or transmission.

Figure 2 describes a RECOVC speech decoder for playback, option-
ally coupled with the speech recognition engine for converting the
compressed speech to text.
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Figure 2: Block diagram of the RECOVC decoder.

The input bit stream is fed into a de-multiplexer (block 1) which
separates the bit stream into a stream of compressed MFCC feature
vectors and a stream of compressed pitch. The MFCC vectors are
decompressed (block 2) [21] and may be used by the speech recog-
nition “back-end” for converting the input speech signal into text
(block 3). Pitch decompression (block 4) also follows if playback of
the speech is required or if pitch is needed for the speech recognition
process.

Speech for playback is reconstructed from the decoded MFCC fea-
ture vectors and the decoded pitch values using a novel low complex-
ity, frequency domain reconstruction method presented in details in
[12] (block 5). The reconstruction is done using a sinusoidal speech
model [20]. The values of the model parameters are determined such



Mode | CPU ROM | RAM Bit Rate

(MIPS) | (kB) | (kB) (kb/s)

(a) 15 90 40 4.5 (file)
5 (packet)

(b) 4 70 10 4 (file)
4.5 (packet)

Table 2: RECOVC performance.

that the reconstructed speech has an MFCC feature vector similar
to the decoded MFCC feature vector, and a pitch similar to the de-
coded pitch. We have shown that this is sufficient to reconstruct
natural sounding, good quality, intelligible speech with the voice of
the original speaker.

Table 2 describes the performances and requirements of RECOVC
running in two operation modes. Mode (a) includes a full RECOVC
implementation (with speech reconstruction). Mode (b) includes
feature vector compression and decompression only, without speech
reconstruction. Separate bit rate figures are given for a file storage
and the packet-based transmission cases.

4 Conversational Coding Protocols
4.1 File Format

The feature compression scheme was initially introduced as a way
to save inputs within a speech recognizer for later adaptation of the
recognition engine. With the introduction of RECOVC, this internal
file format also contains all the information needed for correction
or proof reading purpose. This automatically extends to deferred
dictation applications where the text is dictated and transcribed
later on. For this purpose, RECOV (s finely specified in the context
of VoiceTIMES [4]. Memos can be recorded, locally played back and
later synchronized with a PC or a remote server and transcribed
on that machine. Depending on the application, the transcription
can be uploaded back in the device, transmitted, stored or further
processed elsewhere.

For this task, a very simple file format can be used with an ap-
propriate header (figure 3). The header defines information about:
compression algorithm, its size, the audio parameters (feature type
and dimension, sampling frequency, compression scheme as well as
some extra meta-information (e.g. language, ancilliary transforma-
tion information if needed, etc.)). The compressed feature vectors
of several successive 10 msec audio frames are stored in blocks, in
such a way that each block can be decompressed on its own. This
allows decompression from the middle of the file. It is also usefull
for skipping damaged or missing data. Several blocks are packed
in a segment, with a segment header indicating the type of content.
Speech, Silence, Ancillary data and an End-of-stream segments are
also defined in the RECOVC file format.

4.2 RTCCP, RTCCtP, RTSCDP and RTCDP
Clearly, the use of RECOVC extends beyond coding and deferred
recognition. In particular it is all indicated for real-time distributed
conversational interactions. Specific detailed examples are discussed
in [18]. However, simple examples are ”distributed conversational
browsers”. Similarly to a visual browser, a conversational browser
loads a XML page that describes the speech presentation of the tar-
get content or transaction. Examples and details can be found at
the VoiceXML home page [6]. Currently advertised implementations
of speech browsers assume local processing of speech. This is true
for browsers that are local on pervasive clients or remote on servers
(e.g. telephony servers) [7]. But nothing prevents the speech recog-
nition engine (and other conversational engines) from being located
elsewhere. Actually within the VoiceXML 0.9 specifications, this
can be artificially implemented through the grammar specification.

Figure : RECOVC file format

Distribution of the speech browsers advantageously provide scalable
architecture to large voice portals and call center VoiceXML offer-
ings. It also solves the problem of transfer of the data files on the
network or to untrusted partners: when needed, the VoiceXML page
will be able to point to a remote speech engine server.
Packetization of the RECOVC file format is achieved by buffering
the data stream block by block (and initially sending the header).
Typically with 300ms packets, the data rate can be as low as 5kbit/s
(4.5 kbit/s when reconstruction of the waveform is not required).
This is good enough for real-time low bit rate transmission even
over wireless modem and real-time interaction.

Our generalization of the packet transmission for wireless, UDP,
TCP/IP, HTTP and Voice over IP networks uses RTP streams [22]
to wrap the resulting data stream.

RTCCP (on TCP or UDP)
Source Receiver
RTCCtP (on RTCP)
Figure : RTCCP and RTCCtP protocols

Because multiple conversational coders can be considered (e.g. RE
COVC with different settings), connections start with a preliminary
handshake (H245.RTCCP), similar to 245, except that it rather
incorporates the different conversational codecs that are available.
The default codec (RECOVC.101 is selected with the settings of
11kHz sampling frequency, 13 dimensional cepstra pitch com-
pressed at 4.5 kbit/s) is initiated until changed by handshake. The
RECOVC(C header is included as RTP header extension. The result-
ing stream constitutes a RTCCP stream (Real-Time Conversational
Coding protocol).

Changes of coding schemes are propagated through the RTCP layer
associated to the RTP stream [22]. RTCP is extended accordingly
to support the coding scheme notifications, packet request acknowl-
edgements etc, using the header extension ( 1) option. With
these extensions, the control stream is called RTCCtP (Real-Time
Conversational Control Protocol). This architecture is presented on
figure 4.

Additional control information must be exchanged between the



client and the server: argument data file for the engines, additional
feature transformations [14, 10], addresses where to send the results
(back to browser or to content server), format of result (text, XML or
Audio, RTP stream), extra tag information and address of browser
or server where to push data), identifier for the results, commands
to execute etc. While direct engine control can be done via RMI
(e.g. JSAPI [8] with extensions) or RPC, higher level control is to
be performed through RTCP or RTSP. RTCP can be used when the
source of the audio also controls the engines (e.g. a VoIP gateway).
RTSP is used when the audio source (e.g. a VoIP device or an edge
server) differs from the engine controller Additionally, the absence
of remote APIs on platform that do not support JSAPI, emphasizes
the need for such extensions. Accordingly, RTCCtP or RTSP are
extended using extension of the data header field. The extension pro-
vides compressed byte code representation of XML tags and values
associated to the above mentioned control information: VoiceXML
control tags and XML serialized version of JSAPI. The resulting
protocols are called RTCDP (Real-time Conversational Distributed
protocol) and RTSCDP (Real-time Streaming Conversational Dis-
tributed protocols). This is summarized in figure 5. RTCDP can
contribute to the synchronization of multi-modal interfaces [19]

RTCCP (on TCP or UDP)

Source Receiver

RTCDP & RTCCtP
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Figure : RTCDP
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Figure : Distributed Multi-modal WAP browser Architecture
The resulting protocol stack is similar to H.323 umbrella protocol
(i.e. H.323.RECOVC). Note that the same functions could be di-
rectly supported on top of TCP, HTTP or other transport protocols,
depending on the importance of real-time versus guaranteed packet
delivery. We recommend the use of the same conversational proto-
cols and header extensions.

Figure 7 illustrates the role of the stream distributed conversational
protocols to implement a multi-modal distributed WAP browser.
WML GUI browsing is performed locally on the handset while
speech browsing is performed on a server behind the WAP gateway /

edge server. The browser follows the conversational MVC criteria as
prescribed in [16, 15]. This solution assumes availability of WAP 1.2
but it does not require support of voice over data: voice is streamed
as data to the voice browser or the speech recognition engine. De-
pending if the gateway. When the audio is shipped to the browser,
we use RTCDP. When it is shipped by the browser to engines dis-
tributed elsewhere, we use RTSCDP. Synchronization protocols of
the GUI and speech browsers can also be part of the RTSCDP or
RTCDP extensions (i.e. XML serialized synchronization messages).

Conclusions

Starting from new conversational coding protocols, this paper pro-
poses real-time conversational protocols for distributed and multi-
modal conversational systems. While conversational networking
solves the limitations of non-distributed systems, it opens other
problems such as how to manage such a network to guarantee non
disruption of any of the active dialogs. Conversational networking
also requires the introductions of new network services to guarantee

appropriate quality of service for each active dialog.
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